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This paper looks at the anomalous situation that can arise in the ARTMAP and Fuzzy ARTMAP neural net-
works - as a result of their "match tracking '' process - whereby a current input-target association cannot 
be learned because the network is unable to find an alternative category for an input pattern that matches its 
selected category prototype perfectly. We show that this Match Tracking Anomaly (MTA) cannot be avoided 
in the Fuzzy ARTMAP network if its ARTb vigilance level is less than 1. To alleviate this problem, we pro-
pose two improvements to the Fuzzy ART MAP learning algorithm. One of them is concerned with the timing 
according to which input patterns and corresponding target outputs are processed by the network. The other 
one is the explicit overwriting of an existing association between an input and an output category in case the 
input is matched perfectly and yet the network's prediction is wrong. Both of these modifications are needed 
to reduce the occurr·ence of MTA during learning, and eliminate it altogether in a trained network (on a finite 
training set). As a result, training time is also reduced, which is demonstrated through the performance of 
the network on a machine learning benchmark database. This paper expands on the results presented in [3}. 
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1 Introduction 

The Fuzzy ARTMAP neural network [6] implements 
a supervised learning mechanism capable of self-
organising stable recognition categories in response 
to arbitrary sequences of analogue and binary input 
patterns. It offers a unique solution to the stability-
plasticity dilemma that autonomous learning systems 
have to face, and overcomes the problems of long 
training and "catastrophic forgetting" associated with 
many popular networks such as back-propagation [10]. 
The Fuzzy ARTMAP network has been applied to sev-
eral machine learning benchmark problems [6] as well 
as real-world tasks (for example [1]), and compared 
favourably with other neural networks and traditional 
AI machine learning algorithms. 

Under certain conditions, however, anomalous situ-
ations can occur in the network during training as a 
result of its internal "match tracking" process. As a re-
sult, the network is unable to learn a new input-target 
association (see details in section 3) . This was first re-
ported in [7] for the ARTMAP network, but it was also 
claimed that this anomaly would never arise if the (bi-
nary) input patterns have the same number of 1 's [7, 
pages 584-585]. We showed in [4] that this claim holds 
only if the vigilance parameter of the ARTb module 
(pb, see in section 2) is set to 1. Although Pb = 1 is a 
typical setting in pattern recognition, there can be ap-
plications where Pb < 1 is needed (see [2] for example). 
In such situation, we have shown that the anomaly can 
still be eliminated if the presentation of input-target 
pairs satisfies certain timing conditions [4]. 

A distinctive advantage of the Fuzzy ARTMAP net-
work over ARTMAP is that it is capable of operating 
in slow learning mode. This difference, however, causes 
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the above anomaly to re-emerge even if the timing 
conditions above needed for ARTMAP are satisfied. 
Consequently, the Fuzzy ARTl\'lAP learning algorithm 
needs to be modified to cope with this kind of problem. 

This paper looks at the Match Tracking Anomaly 
(MTA) in the Fuzzy ARTMAP network, and intro-
duces two improvements to its learning algorithm: one 
that eliminates the match tracking anomaly (or MTA) 
when the network is in fast learning mode, and an-
other that is needed to initially correct and eventually 
eliminate the MTA - on a finite training set -- in 
slow learning mode. The effect of these improvements 
are demonstrated when the network is trained on a 
machine learning benchmark database. 

Expanding on the results presented in [3], some fur-
ther experiments were also carried out in order to gain 
insight into the joint effect of two parameters (learning 
rate and choice) on the original and improved Fuzzy 
ARTMAP learning algorithms. 

Section 2 introduces the Fuzzy ARTMAP network 
at a level that is necessary for understanding the 
main results of this paper. Section 3 deals with the 
Match Tracking Anomaly in the ARTMAP and Fuzzy 
ARTMAP networks. In section 4, the two improve-
ments to the standard Fuzzy ARTMAP learning algo-
rithm are described. The experiments are discussed 
and the results are presented in section 5. After some 
discussion in section 6, conclusions are drawn in sec-
tion 7. 

2 The Fuzzy ARTMAP net-
work 

The Fuzzy ARTMAP neural network architecture is 
capable of incremental learning of multidimensional 
mappings in response to arbitrary sequences of ana-
logue and binary input/target vector pairs [6]. The 
vectors can represent fuzzy or crisp sets of features . 
The architecture of the network (see figure 1) is iden-
tical to that of an ARTMAP network [7], except that 
the binary ART1 [5] modules are replaced with Fuzzy 
ART (8] ones. 

A Fuzzy ART network performs unsupervised clus-
tering on analogue and binary input patterns. It has 
three layers: the input layer (FO), the comparison layer 
(F1), and the recognition layer (F2), with M, M and 
N neurons, respectively (see modules ART a and ARTb 
in figure 1). The neurons, or nodes, in the F2 layer 
represent input categories. Each F2 node j stores a 
prototype vector Zj for the category it represents. 

Upon presentation of an input vector x (x; E 
[0, 1], i = 1, 2, ... , M), the network attempts to classify 
it into one of its existing categories based on its sim-
ilarity to the stored prototype of each category node. 
More precisely, for each node j in the F2 layer, the 
choice j1mction 

T ·( ) _ jx/\zjl 
J X -

f3 + lzil 
(1) 

is calculated, where ,B > 0 is the choice parameter, 
the fuzzy AND [11 J operator 1\ is defined by 

and the norm I · I is defined by 

M 

IPI = :LPi 
i=l 

for any fi.i-dimensional vector p. 
The network then makes a category choice by select-

ing the F2 node J where 

TJ = max{Tj : j = 1, 2, ... , N}. 

The Fl layer activity vector then becomes x 1\ ZJ 

and is compared to the current input vector x: the 
strength of the match is given by 

(2) 

which is compared with a system parameter p called 
vigilance (0:::; p:::; 1). If the input matches sufficiently, 
i.e. the match strength 2: p, then it is assigned to F2 
node J and the network learns it by adjusting ZJ ac-
cording to the equation 

(new) _ ( (\ (old)) + (1 _ ) (old) 
ZJ -1} X ZJ 1J ZJ (3) 

where 1J is the learning rate (0:::; 1J:::; 1). 
If the stored prototype ZJ does not match the input 

sufficiently (match strength< p), the winning F2 node 
J is reset for the period of presentation of the current 
input . Then another F2 node (or category) will be 
selected whose prototype will be matched against the 
input. This "hypothesis-testing" cycle is repeated until 
the network either finds a stored category whose pro-
totype matches the input closely enough, or allocates 
a new F2 node. Then learning takes place as described 
above. 

After an initial period of self-stabilisation, the net-
work will directly (i.e. without search) access the pro-
totype of one of the categories it has found in a given 
training set. The higher the vigilance level, the larger 
number of smaller, or more specific, categories will be 
created. (If p = 1, the network will assign a new cate-
gory for every unique input pattern .) 

The two Fuzzy ART modules in a Fuzzy ARTMAP 
network are linked together by an "inter-ART" asso-
ciative memory called map field (Fab). Module ART a 
(with a baseline vigilance Pa) learns to categorise in-
put patterns a<iJ presented at layer Fg, while module 
ARTb (with vigilance Pb) develops categories of target 
patterns b(il presented at layer F;f. Modules Ff and 
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F igure 1: Architecture of the Fuzzy ARTMAP network. Note that the bottom-up weights Zj and Z% are not 
used explicitly in Fuzzy ART, but are included in (1) implicitly. 

p ab are connected via associative links ( wjZ) whose 
strengths are adjusted through learning (see below). 
There are one-to-one, two-way, and non-modifiable 
connections between nodes in the pab and FJ layers, 
i.e. each F~ nodeis connected to its corresponding pab 
node, and vice versa. A new association between an 
ART a category J and an ARTb category K is learned 
by setting the corresponding F2 -+ pab link (or con-
nection weight) to one and all other links from the 
same ART a node to zero, i.e. 

ab { 1 if j = J and k = K 
wjk = 0 otherwise . (4) 

When an input pattern is presented to the network, 
the pab layer will receive inputs from both the ART a 

module ( w'jb vector through the previously learned 
j -+ K associative link) and the ARTb module (FJ 
output vector yb with the winning F~ node set to one). 
If the two pab inputs match, i.e. the network's predic-
t ion is confirmed by the selected target category, the 
network will learn by modifying the prototypes of the 
chosen ART a and ARTb categories according to the 
Fuzzy ART learning equations shown above. If there 
is a mismatch at the pab layer, a map field reset signal 
will be generated, and a process called match tracking 
will start whereby the baseline vigilance level of the 
ARTa module will be raised by the minimal amount 
needed to cause mismatch with the current ART a in-
put at the Ff layer. This will subsequently trigger a 
search for another ART a category, whose prediction 
will be matched against the current ARTb category at 
the pab layer again .. This process continues until the 
the network either finds an ART a category that pre-
dicts the category of the current target correctly, or 
creates a new F2 node and a corresponding link in the 
map field, which will learn the current input/target 

pair according to ( 4). The ART a vigilance is then al-
lowed to return to its resting level (Pa). 

After a few presentations of the entire training set, 
the network will self-stabilise, and will read out the 
expected output for each input without search. 

Note that if the Fuzzy ARTMAP network is trained 
on binary patterns only, then the 1\ operator in (1), (2) 
and (4) will be equivalent ton, the binary intersection 
operator. In this case, the Fuzzy ARTMAP network 
in fast learning mode (TJ = 1) will be equivalent to the 
ARTMAP network. 

3 The 
Match Tracking Anomaly in 
the Fuzzy ARTMAP network 

The match tracking anomaly (a term that was intro-
duced in (4)) was first discussed by Carpenter et al. in 
relation to the ARTMAP network [7]. Since the Fuzzy 
ARTMAP network is equivalent to ARTMAP in fast 
learning mode (TJ = 1) when both are trained on bi-
nary patterns, it is instructive to look at the MTA in 
the ARTMAP network first, and then discuss the im-
plications of slow learning in Fuzzy ARTMAP. 

The ARTMAP network was originally introduced 
for supervised learning of classification of arbitrary se-
quences of input patterns. Carpenter et al. in [8] noted 
that the following anomalous situation can arise in the 
network as a result of its match tracking process. Sup-
pose ART a input vector a (i) is perfectly coded by cat-
egory J, i.e. zj = a(i). (This i<> the case, for example, 
when category J is created, or node J becomes com-
mitted, while input a(il is presented.) Furthermore, 
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the network has learned to associate ARTb category 
K with ART a category J . Suppose the prototype vec-
tor z~ of category K is subsequently recoded during 
further training such that it no longer matches target 
b(i) enough at the current Pb < 1 vigilance level, but zJ 
remains unchanged. So when the (a<>l, b<il) pair is pre-
sented again, ARTb will select another category that 
will cause category mismatch at the map field with the 
network's prediction of category K. This will trigger 
the match tracking process, which will raise Pa above 
1 since prototype zJ matches input afi) perfectly. The 
network will then be unable to find another ART a cat-
egory that would match the input any better. In such 
cases, the network will be shut down for the duration 
of the current input/target pair [8]. It was claimed 
in [8] that the MTA will not arise if the ART a inputs 
have the same number of 1 's. (The same number of 1 's 
in the input can be guaranteed by representing input 
patterns in complement coding [8], according to which 
both input a and its complement ac (where every bit 
in a is inverted) are shown to the network. Thus the 
norm of the new input vector j(a, ac)l will be constant.) 

In [4], we showed that in more general learning tasks, 
in which target outputs are arbitrary binary vectors 
(not just simple category codes), the MTA can in fact 
arise even if the inputs to the network are complement 
coded, and the training set is non-contradictory, i.e. no 
two identical inputs have different target values. 

An example training sequence that leads the 
ARTMAP network into a typical MTA condition 
(which was referred to as MTA-S in [4]) is shown in 
table 1. 

A graphical illustration of this situation is shown in 
figure 2, which helps understand why this kind of MTA 
occurs in ARTMAP. 

It was shown that the timing condition under which 
ARTa inputs and ARTb targets are presented to the 
network is crucial. Namely, theorem 1 in [4] states: 

"The match tracking anomaly will never 
arise in the ARTMAP network when comple-
ment coded input/target pairs from a non-
contradicting training set are presented to the 
network such that in each learning trial the 
ART a input is presented first, and the net-
work is allowed to make a prediction through 
the Fab map field before the ARTb (target) 
input is presented." 

If the ARTMAP network is able to make a predic-
tion before the target is presented, the ARTb module 
will be "primed" by the F~ layer, which will send down 
its category template to the Ff layer via the top-down 
pathways. We assume that the network dynamics are 
such that this top-down template will be tested first at 
the Ff layer as the target vector is registered into the 
FJ layer. If this top-down template (i.e. the network's 
prediction) and the target are sufficiently close to each 
other, no reset wave will be triggered, and the cur-

rent Fj selection will be confirmed, and subsequently 
learned. 

Since the Fuzzy ARTMAP network does incorporate 
the ARTiVlAP network as a special case, we can expect 
the MTA to occur in this network, too. However, the 
timing issue was not discussed in [6], probably because 
in all the experiments Pb was set to 1. If Pb = 1, no re-
coding of ARTb categories can occur, and therefore the 
match tracking anomaly will not arise (see theorem 3 
in [4]). 

In the Fuzzy ARTMAP network, when the ARTb 
module is in slow learning mode, i.e. 1) < 1, it can no 
longer be guaranteed that 

(5) 

once F~ node K has encoded target input b(il ac-
cording to (3). However, (5) was an important assump-
tion for the proof of theorem 1 in [4]. As a consequence 
of this, 

the match tracking anomaly cannot be 
avoided in the Fuzzy ARTMAP network un-
less Pb = 1. 

4 Improvements to the learning 
algorithm 

We propose the following two improvements to the 
original Fuzzy ARTMAP learning algorithm (which 
will be called FAM henceforth). 

Improvement 1 ("priming"): Upon presentation 
of each (a(il,b(il) pair from the training set, find an 
ART a category J for the a(i) input first, select an out-
put category K (via the Fab map field), then "prime" 
the Ff layer with the prototype vector z~ of the se-
lected F~ node before presenting the target output 
b(i) 1 . This is essentially the "timing condition" of the-
orem 1 in [4] applied here to the Fuzzy ARTMAP net-
work. 

Improvement 2 ("unlearning"): Once the MTA 
condition is detected2 , "unlearn" the existing J -+ J( 

link and create a new J -+ K' one where K' is the 
selected ARTb category on the current target pattern. 

The learning algorithm with the above modifications 
will be referred to as FAM-UP (for "FAM with Un-
learning and Priming"). 

Note that the above improvements will not eliminate 
the MTA altogether (see section 7), but will 

1 This way node K will be tested against vigilance before any 
other F~ node. which may not happen were the ARTb module 
left to c:tegorise b(il independently. 

2 Note that it can only occur in slow learning mode if im-
provement 1 is already applied. 
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Input ART a F2--* F~ ARTb categories Target 
Step a(i) cat# !\:lapping zb 1 zb 2 

b(i) 

1 1 1 1 1 1 1 1 --* 1 1 1 1 1 1 <l unused 1 1 1 1 1 
2 1 1 1 0 0 2 2 --* 1 111xx <l unused 1 1 1 0 0 
3 0 0 0 1 1 3 3--*2 111xx 0 0 0 1 1 <l 00011 
4 1 0 0 1 1 4 4--*2 1 1 1 X X x0011 <l 1 0 0 11 
5 0 1 0 1 1 5 5--*2 1 1 1 X X X X 0 1 1 <l 0 1 0 11 
6 0 0 1 1 1 6 6--*2 1 1 1 X X xxx11 <l 0 0 1 1 1 
7 1 1 1 1 1 1 1 --* 1 l> 111xx <l xxx11 1 1 1 1 1 
8 10000 7 7--*1 lxxxx <l xxx11 10000 
9 1 1 1 1 1 1 1 --* 1?2 I> 1xxxx xxx11 <l 1 1 1 1 1 

Table 1: An example sequence of input/target pairs that lead the ARTMAP network to the MTA. Here, each 
input pattern is identical to its corresponding target (i.e. auto-associative learning), and the norm of all patterns 
is 5. For clarity, the complement patterns are not shown. In category prototypes, a "x" means "don't care", 
which corresponds to a "00" bit pair in complement coding. For the ART a module, only the winning nodes are 
shown. We assume that the ARTa vigilance is high enough (e.g. Pa = 0.9) so the 11111 pattern will be the 
only one in its own category. ARTb vigilance is less than 1/5 (e.g. Pb = 0.1). The symbol "1>" appears beside 
the ARTb category that the network predicts through the F!f --* Fj associations in each trial. The symbol "<l" 
denotes the category that is selected by the ARTb module before the corresponding input is presented. So in 
step 7, the network's prediction is confirmed (i .e. "1>" and "<l" appear at the same category), while there is 
a mismatch in step 9, which eventually causes the MTA. (The absence of the "1>" symbol in rows 1-6 and 8 
indicates that the network did not have a prediction, and the corresponding J --* K links were created in those 
trials.) The F!f --* F~ mappings that the network created or used in each trial are also shown. Steps 1 to 6 
illustrate a kind of "erosion" process of ARTb category z~, while steps 7 and 8 "prepare" the MTA condition that 
occurs in step 9. (Here we assume that new ART categories are created in the order of 1, 2, 3 and so on.) 

Kl 

Kl 

• • 

K2 K2 

(a) (b) 

Figure 2: Graphicalillustration of a typical MTA condition. Target patterns are represented as points on the 
t'No-dimensional plane. Categories are represented as rectangles, the area of each rectangle being proportional to 
t he size of the category they represent. Figure 2a shows that category K1 is initially smaller (i .e. more specific) 
t han K2, and target b(il) (circle) is inside (i.e. proper subset of) both K1 and K2. If at some later stage, another 
target input is presented (diamond, in figure 2b) that causes K1 to generalise to include that input; K1 could 
grow larger than K2 as a result. When target b(il) is re-presented, this time category K2 will capture it since it 
has now become more specific than Kl. This will cause the anomaly to emerge as the network still predicts K1 
t hrough its previously learned J1 --* K1 link. 
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• minimise the occurrence of MTA, and 

• ensure MTA will not re-emerge on the same in-
put/target pair from a finite training set. 

As a consequence of the reduction in MTA occur-
rences, training time is also reduced, which is demon-
strated in the following section. 

5 Experimental results 
In order to evaluate the new Fuzzy ARTMAP learning 
algorithm (FAM-uP), we carried out experiments on 
the "zoo" machine learning benchmark database [9]. 
Unlike in [7], where target outputs were codes for cor-
rect output categories, here the Fuzzy ARTMAP net-
work was used in an "auto-associative" setting to de-
velop two-level class hierarchies from the training set 
(similar to [2]). In particular, each input was identical 
to its target pair (i.e. a(i) = b(i)), and both the ART a 
and ARTb modules developed clusterings of patterns 
from the same training set at different levels of vigi-
lance (Pa > Pb)· 

The "zoo" database contains 101 instances of ani-
mals described with 18 attributes. Out of these at-
tributes, we used the 15 boolean ones that indicate 
the presence or absence of certain features like "hair", 
"aquatic", "domestic" and so on. We also used the 
"number of legs" attribute, which is a set of 6 integers. 
The "type" (or class) attribute was ignored.3 The pat-
terns were presented to the Fuzzy ARTMAP network 
in complement coding resulting in 36-dimensional bi-
nary vectors of equal norm (= 16). 

Training proceeded by showing each input/target 
pair from the training set repeatedly until convergence 
was reached, i.e. the network stabilised itself on the 
training set. Convergence was established if the num-
ber of input and target patterns for each ART a and 
ART b category did not change for the past 5 presen-
tations of the entire training set. After training, each 
input and target pattern had direct access, i.e. without 
search, to its corresponding prototype. 

Table 2 shows a comparison of the FAM and 
FAM-UP algorithms. 

It can be seen from the table that applying FAM-UP 
reduced training time by 9 to 72%. We can also ob-
serve a 2 to 30-fold decrease in the number of epochs 
where MTA occurred during training. A more signifi-
cant (6 to 75-fold) reduction is shown in the "MTA per 
trial" measure with the improved algorithm. Note that 
the MTA was eliminated completely when the network 
stabilised itself. 

We can also see that MTA disappears with rJ = 1. 
This is the case that was discussed in theorem 1 in [4]. 

3The 18th attribute ("animal name") wa.s simply used a.s a. 
label for the individual instances. 

We also carried out experiments to see how changing 
the choice parameter (/3) and learning rate (ry) affects 
training time and the frequency of MTA. 

Figure 3 shows the average number of epochs for 
both the original Fuzzy ARTMAP training algorithm 
(FAM) and the improved one (FAM-uP). 

First, we can see a general reduction of training time 
(measured in epochs) in almost all settings of rJ and /3. 
(Note that the bars along the "learning rate" axis in 
the f3 = 0.001 row correspond to the values in columns 
I and 2 in table 2.) This is due mainly to the unlearn-
ing capability of FAM-uP (see improvement I) which 
enables the network to correct its mistakes quickly 
when MTA occurs. Also, the choice parameter ap-
pears to have a smaller effect on training time when 
the FAM-UP algorithm is used. 

Figures 4a and 4b show the MTA frequencies of 
FAM and FAM-uP, respectively, with respect to rJ 
and {3. 

Here, a dramatic drop in MTA occurrences can be 
observed over all settings of rJ and /3, especially in the 
f3 = 10 and f3 = 100 cases. (Note that the bars along 
the "learning rate" axis in the f3 = 0.001 row corre-
spond to the values in columns 3 and 4 in table 2.) 
This is due to priming, which eliminates MTA com-
pletely in the 'T/ = 1 case, as well as unlearning, which 
causes the network not to repeat the same MTA in 
subsequent epochs. The MTA frequencies are higher 
in the f3 = 10 and f3 = 100 rows of the original al-
gorithm, which is the result of a combined effect of 
two different MTA conditions (referred to as MTA-S 
and MTA-/3 in [4]). Figure 4b shows that one condi-
tion (MTA-/3) is completely eliminated in the improved 
learning algorithm. 

6 Discussion 
On the basis of the analytical and experimental re-
sults presented in this paper, one might think that the 
Fuzzy ARTMAP has some sort of "design flaw" which 
needs to be rectified. While the MTA is indeed an 
undesirable condition that affects the network's per-
formance, we point out again that the MTA does not 
occur if Pb = 1. This is the typical setting in supervised 
learning of recognition categories that the ARTMAP 
network was designed for. It is also how the Fuzzy 
ARTMAP in [6] was applied throughout even when 
the task was to approximate a continuous function. 
However, ARTb vigilance is a free parameter in Fuzzy 
ARTMAP, and there is no reason why it cannot be set 
to < 1 in certain applications. 

We also note that one of the improvements, "prim-
ing" the ARTb module before presenting the target, 
is not the obvious timing to apply in computer sim-
ulations. Since the ARTMAP network is built up of 
two ART modules, it would seem more appropriate 
from the point of view of effective modular program-
ming to handle those two networks independently and 
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(a) FAM (b) FAM-uP 

Figure 3: This pair of 3D bar charts show the training times in epochs for the original Fuzzy ARTMAP algorithm 
and FAM-UP with respect to the ARTb learning rate (TJb, along the y-ax:is, in the range of 0.1 to 1) and the ART a 
and ARTb choice parameters (/3 = !3a = /3b, along the x-ax:is, in the range of 0.001 to 100). The height of each 
bar measures the average number of epochs over the same set of 100 sessions as in table 2. All other parameter 
settings were identical, too. 

(a) FAM (b) FAM-UP 

Figure 4: This pair of 3D bar charts show the MTA frequencies for the original Fuzzy ARTMAP algorithm and 
FAM-UP with respect to the ARTb learning rate (TJb, along the y-ax:is, in the range of 0.1 to 1) and the ART a 

and ARTb choice parameters (/3 = !3a = /3b, along the x-axis, in the range of 0.001 to 100). The height of each 
bar measures the average percentage of epochs in which MTA occurred at least once over the same set of 100 
sessions as in table 2. All other parameter settings were identical, too. 
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ARTb Training time MTA% of 
learning rate in epochs Epochs Trials 

1/b FAM FAM-UP FAM FAM-uP FAM FAM-uP 
0.1 14.66 10.14 79.60 25.44 4.42 0.33 
0.2 11.49 6.18 81.54 31.71 3.86 0.41 
0.3 10.45 4.45 73.77 33.25 3.18 0.43 
0.4 9.36 3.27 63.46 27.21 2.34 0.36 
0.5 9.03 2.90 61.57 22.75 1.89 0.31 
0.6 9.64 2.69 60.16 22.67 2.74 0.30 
0.7 7.91 2.24 52.46 13.83 2.13 0.17 
0.8 6.79 2.76 49.77 9.42 2.13 0.10 
0.9 5.03 1.97 29.22 1.01 0.75 0.01 
1.0 2.12 1.94 11.32 0 0.19 0 

Table 2: This table compares the original and improved Fuzzy ARTMAP learning algorithms when the ARTb 
learning rate changes from 0.1 to 1. The ART a learning rate 1Ja was set to 1. Each row shows averages over the 
same set of 100 training sessions. In each training session, the network was trained completely on the training 
set, i.e. training stopped when no further weight changes occurred in the network for 5 full training cycles (or 
epochs). The ARTa and ARTb vigilance parameters (Pa,Pb) were 0.4 and 0.1, respectively. The "MTA% of 
epochs" columns show the percentage of epochs in which MTA occurred at least once. The "MTA % of trials" 
columns show the percentage of learning trials (i.e. input/target presentations) in which MTA occurred during 
the 100 training sessions. The choice parameters (f3a and f3b) were set to 0.001. 

loosely coupled (i.e. letting them interact only out-
side of each other and one not affecting the internal 
state of the other). Therefore, the timing whereby we 
first let each ART module classify their input inde-
pendently {which translates to presenting the target 
pattern without the ARTb module being primed) ap-
pears to be better. However, the proposed timing that 
helps avoid MTA is directly the opposite: the output of 
ART a changes the internal state of ART b (by priming 
it through the map field), which affects how ARTb pro-
cesses its input! Perhaps this paper could also serve as 
a lesson that certain assumptions and simplifications 
in computer simulations cannot be made arbitrarily, 
and without any consequences. 

7 Conclusion 
In this article, we discussed the match tracking 
anomaly in the Fuzzy ARTMAP neural network, and 
introduced two improvements to the standard Fuzzy 
ARTMAP learning algorithm: one that is concerned 
with the timing at which ARTa inputs and ARTb tar-
gets are presented to the network; and another that ex-
plicitly "unlearns" an F!f -t F~ link once the anomaly 
occurs. We have shown that these modifications not 
only result in faster training, but also reduce the occur-
rence of MTA significantly. Moreover, if the network is 
trained on a finite training set, the MTA can be elimi-
nated this way completely. If, however, the network is 
used in a real-time autonomous learning environment, 
the MTA cannot be eliminated, but at least can be de-
tected. Note also that in real-world environments the 
MTA can be caused by contradicting input/target pat-

terns. How the network should handle such situations 
must be the subject of further investigation. 
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